- `python3 -m sglang.bench_serving --backend sglang --dataset-name random --num-prompts 100 --random-input 256 --random-output 256 --random-range-ratio 0.5`
[image: ]- `python3 -m sglang.bench_serving --backend sglang --dataset-name random --num-prompts 100 --random-input 1024 --random-output 512`
[image: ]
- `python3 -m sglang.bench_serving --backend sglang --dataset-name random --num-prompts 100 --random-input 128 --random-output 128`
[image: ]
compared to the grafana visual metrics：
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- `python3 -m sglang.bench_serving --backend sglang --dataset-name random --num-prompts 100 --random-input 128 --random-output 128`
[image: ]
- `python3 -m sglang.bench_serving --backend sglang --dataset-name random --num-prompts 100 --random-input 128 --random-output 128`
[image: ]
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=== Serving Benchmark Result ============

Backend sglang
Traffic request rate: inf

Max regeuest concurrency: not set
Successful requests: 100
Benchmark duration (s): 2.23
Total input tokens: 6145
Total generated tokens: 6180
Total generated tokens (retokenized): 6179
Request throughput (reg/s): 44.94
Input token throughput (tok/s): 2761.38
Output token throughput (tok/s): 2777.10
Total token throughput (tok/s): 5538.48
Concurrency: 70.66
———————————————— End-to-End Latency----------------
Mean E2E Latency (ms): 1572.51
Median E2E Latency (ms): 1576.50
——————————————— Time to First Token----------------
Mean TTFT (ms): 568.31
Median TTFT (ms): 420.58
P99 TTFT (ms): 885.02
——————————————— Inter-Token Latency----------------
Mean ITL (ms): 16.52
Median ITL (ms): 10.60
P95 ITL (ms): 26.92

P99 ITL (ms): 468.99

Max ITL (ms): 597.62
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Backend: sglang
Traffic request rate: inf

Max regeuest concurrency: not set
Successful requests: 100
Benchmark duration (s): 4.02
Total input tokens: 18766
Total generated tokens: 19086
Total generated tokens (retokenized): 19074
Request throughput (reg/s): 24.91
Input token throughput (tok/s): 4673.93
Output token throughput (tok/s): 4753.63
Total token throughput (tok/s): 9427.56
Concurrency: 83.46
———————————————— End-to-End Latency----------------
Mean E2E Latency (ms): 3350.93
Median E2E Latency (ms): 3314.46
——————————————— Time to First Token----------------
Mean TTFT (ms): 603.84
Median TTFT (ms): 576.76
P99 TTFT (ms): 1154.63
——————————————— Inter-Token Latency----------------
Mean ITL (ms): 14.47
Median ITL (ms): 10.64
P95 ITL (ms): 25.69

P99 ITL (ms): 28.67

Max ITL (ms): 873.67
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===== ===== Serving Benchmark Result ============
Backend: sglang

Traffic request rate: inf

Max regeuest concurrency: not set
Successful requests: 100
Benchmark duration (s): 6.29
Total input tokens: 50561
Total generated tokens: 25883
Total generated tokens (retokenized): 25876
Request throughput (reg/s): 15.89
Input token throughput (tok/s): 8032.29
Output token throughput (tok/s): 4111.86
Total token throughput (tok/s): 12144.16
Concurrency: 58.53
———————————————— End-to-End Latency----------------
Mean E2E Latency (ms): 3684.11
Median E2E Latency (ms): 3816.50
——————————————— Time to First Token----------------
Mean TTFT (ms): 446.77
Median TTFT (ms): 470.68
P99 TTFT (ms): 767.21
——————————————— Inter-Token Latency----------------
Mean ITL (ms): 12.56
Median ITL (ms): 10.55

P95 ITL (ms): 25.21

P99 ITL (ms): 33.35

Max ITL (ms): 317.65
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=== Serving Benchmark Result ============

Backend: sglang
Traffic request rate: inf

Max regeuest concurrency: not set
Successful requests: 100
Benchmark duration (s): 1.71
Total input tokens: 6145
Total generated tokens: 6180
Total generated tokens (retokenized): 6179
Request throughput (reg/s): 58.63
Input token throughput (tok/s): 3602.88
Output token throughput (tok/s): 3623.40
Total token throughput (tok/s): 7226.28
Concurrency: 60.42
———————————————— End-to-End Latency----------------
Mean E2E Latency (ms): 1030.45
Median E2E Latency (ms): 1029.30
——————————————— Time to First Token----------------
Mean TTFT (ms): 309.72
Median TTFT (ms): 318.43
P99 TTFT (ms): 332.27
——————————————— Inter-Token Latency----------------
Mean ITL (ms): 11.86
Median ITL (ms): 11.17

P95 ITL (ms): 29.77

P99 ITL (ms): 31.52

Max ITL (ms): 79.04
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